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Abstract
Automatic extraction of distinctive features from a visual information stream is challenging due to the
large amount of information contained in most image data. In recent years deep neural networks (DNNs)
have gained outstanding popularity for solving visual information processing tasks. This study reports
novel contributions, including a new DNN architecture and training method, which increase the fidelity of
DNN-based representations to encodings extracted by visual processing neurons. Our local receptive field
constrained DNNs (LRF-DNNs) are pre-trained with a modified restricted Boltzmann machine, the LRFRBM, which utilizes biologically inspired Gaussian receptive field constraints to encourage the emergence of
local features. Moreover, we propose a method for concurrently finding advantageous receptive field centers,
while training the LRF-RBM. By utilizing LRF-RBMs with gradually increasing receptive field sizes on
each layer, our LRF-DNN learns features of increasing complexity and demonstrates hierarchical part-based
compositionality. We show superior face completion and reconstruction results on the challenging LFW face
dataset.
Keywords: visual information encoding, local receptive field learning, feature hub, deep autoencoder
neural network, self-adaptive structure, face completion

1. Introduction
The highly accurate vision of humans and other biological systems has long been studied in neuroscience
and biology. This great effort has brought about important discoveries regarding the morphology and
functionality of neural cells and networks. However, our knowledge of visual information processing circuits
and the specific roles of cells within the visual pathway is still far from complete.
Designing computational models of these circuits has great importance for improving our understanding
of biological visual information processing and hence providing a more informed background for the design
of visual data processing units, e.g., retinal implants. Modeling biological information processing within
the visual pathway is not only important for neuroscientific and medical research but is a key challenge in
Information Sciences in general, underpinning many areas of machine learning, cognitive science, and intelligent systems research. Furthermore, modeling biological vision can provide important practical benefits
for algorithm design in image processing and computer vision.
Traditional modeling studies have focused on directly implementing functionalities of visual information
processing cells and circuits based on our current knowledge, obtained from biological studies, regarding the
workings of the visual system. Nowadays however, with the constant advancement in experimental equipment and methodology, this ‘current knowledge’ changes ever so rapidly. Due to incomplete understanding
of visual processing mechanisms in biological systems, designing robust computational models of these processes prompts one to account for uncertainty and unknown details. Flexible probabilistic models, such as
deep belief networks (DBNs) [11], offer great potential for modeling in this uncertain environment.
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1.1. Deep Networks
Many areas of visual information processing research, such as computer vision, has traditionally relied
on the hand-crafted SIFT [27], GA-SIFT [25] or similar local feature detectors [3, 34], often followed by bagof-words type quantization techniques [40, 43, 46], for the successful design of accurate systems [2, 26, 50].
Recently however, deep learning has emerged as a popular research area within machine learning, which
focuses on automatically learning a hierarchy of relevant features directly from input data instead of applying
generic, hand-crafted feature detectors. Such feature hierarchies can be well captured by multi-layer network
models, such as deep belief networks, deep neural networks (DNNs) or convolutional networks (CNNs) [21].
To learn a multi-layer generative model of the data where each higher layer corresponds to a more
abstract representation of information, Hinton et al. [11] train a DBN, first layer by layer, using restricted
Boltzmann machines (RBMs) [41]. The network parameters learned during this unsupervised pre-training
phase can subsequently be fine-tuned in, e.g., a supervised manner using backpropagation. Such models
were shown to be superior to PCA for dimensionality reduction [12]. Since this efficient training method for
deep networks was introduced, deep learning research has gained increased interest resulting in wide-ranging
academic and commercial adoption of deep learning techniques. The potential of DBNs, CNNs, and other
deep architectures [32, 33, 36] for learning meaningful features, and thereby providing improved models of the
input data, has been demonstrated on object recognition [20, 30, 49], image classification [5, 12, 18, 19, 35],
and further visual tasks [9, 13, 16, 31, 51] as well as on problems concerning text [12, 37], speech [7], and
audio data [24, 28] analysis.
Multi-layer network models show structural resemblance to biological visual information processing units.
For example, the structure of mammalian retina is inherently multi-layered: the different cell types (i.e.,
rods, cones, horizontal cells, bipolar cells, amacrine and ganglion cells) are organized into multiple consecutive processing layers (i.e., the photoreceptor, outer plexiform and inner plexiform layers) which execute
increasingly more difficult tasks. On a larger scale, visual information processing is implemented by consecutive areas of the visual pathway (i.e., retina, V1, V2, etc.) through the extraction of increasingly complex
representations.
While the focus of deep learning research has not been the exact replication of neural connectivity
patterns in biological systems, DBNs have been shown suitable for modeling biological neural networks of
the visual pathway on a more abstract level. DBNs have been successfully used for modeling functionality
implemented by neural structures within the retina [45] and the V1 and V2 areas of the visual cortex [22].
Despite this success in neural modeling, primal emphasis has been given to improving the performance of
deep learning models on visual recognition tasks, rather than increasing the fidelity of such deep architectures
to real neural circuits of the visual pathway.
The aim of this study was to take a step towards filling this gap by proposing deep network structures
that resemble more closely biological neural networks while retaining their flexibility and great performance
on visual tasks. Exploring such architectures possesses high potential for designing improved computational
models of neural structures within the visual pathway.
1.2. Contributions
Increasing the fidelity of representations learned by DBNs and DNNs to encodings extracted by visual
processing neurons could provide benefits for numerous areas of visual information processing research. The
work reported here focused on increasing the structural similarity of deep network models to neural networks
of the visual pathway, which, we argue, represents a key step towards this goal.
Visual neurons in consecutive processing layers typically only receive information from neurons in a local
area of restricted size within the previous layer. The receptive field of a neuron refers to the area of the
visual space in which stimuli can result in neural responses. Receptive fields are highly local in the case of
retinal cells and receptive field size gradually increases from local to more global through different areas of
the visual cortex. The focus of this paper is the extension of deep neural networks with local receptive fields
in a way that the training process, the final architecture, and the encoding process by which representations
are calculated closely resemble biological neural networks of the visual pathway.
We start from DBN models [11] and by utilizing our local receptive field constrained RBM (LRFRBM) [44] during pre-training, we obtain a deep network which more closely resembles biological processing
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and also provides an improved encoding of image features. Our LRF-RBM training procedure allows for
seamless integration of local receptive field constraints into RBMs. We also propose a method for concurrently finding advantageous receptive field placement, while training the LRF-RBM. This enables the
network to utilize a non-uniform distribution of feature detectors over the visual space. Our novel contributions include:
(i) an adaptation of the contrastive divergence learning (CD) [10] algorithm that introduces local receptive
field constraints for hidden nodes of RBMs,
(ii) a method for automatically identifying locations of high importance within the visual input space
during RBM training, and utilizing these locations as receptive field centers to obtain a compact, yet
powerful encoding of visual features,
(iii) also, by using LRF-RBMs with increasing size Gaussian receptive field constraints for pre-training
each consecutive DBN layer, we construct a biologically inspired local receptive field constrained DBN
(LRF-DBN), where consecutive layers detect features of increasing size and complexity,
(iv) we demonstrate the superior performance of LRF-DBN generative models, compared to DBNs, on face
completion, a task inspired by processing capabilities of higher areas in the visual cortex [4],
(v) furthermore, we show fine-tuning can be implemented for LRF-DBNs analogously to DBNs, and the
resulting local receptive field constrained deep neural networks (LRF-DNNs) outperform traditional
DNNs (fine-tuned DBNs) on dimensionality reduction of face images.
We have chosen biologically inspired Gaussian receptive field constraints to encourage learning of localized
features. These constraints are implemented in forms of Gaussian masks over the weights when written in
the shape of the input image data. The learning is conducted in a way that the learned features will not
be restricted to have Gaussian shape, rather the Gaussian constraints encourage the growth of localized
features versus global ones.
1.3. Overview
In Section 2 our approach to modeling local receptive fields in deep networks is compared to previous
work. Section 3 describes the principles of CD training for RBMs. Sections 4 and 5 introduce a new
training algorithm for DNNs based on our proposed biologically inspired LRF-RBMs. Description of our
experimental set-up and dataset is provided in Section 6. Our findings are summarized in Section 7, while
Section 8 concludes our paper.
2. Related Work
Local receptive fields have been modeled in deep learning through convolutional neural networks [5, 13,
16, 18, 21, 23, 31]. Although the architecture of CNNs was inspired by the organization of the visual cortex,
the prime objective has not been the modeling of biological visual processing. The main emphasis has been
on improving the efficiency of learning in multi-layer networks on visual tasks through the use of convolution,
thereby scaling up deep learning algorithms to high dimensional problems.
In contrast with CNNs, having fixed network architecture and hand-crafted receptive field organization,
our adaptive network model supports the exploration of problem-specific receptive field organization. Feature
detector placement and connection patterns are learned automatically from data, making it possible to
exploit particularities of the task at hand.
In CNNs weights between visible and hidden layers are the same across all image locations making the
feature detection translation invariant. When weights are shared, the same feature detectors operate on each
part of the image within a layer and the training procedure can therefore utilize convolution operations.
Translation invariant feature detection sometimes simplifies the learning task, however spurious detections
can often arise and in some visual recognition tasks translation invariance may not be advantageous. In
several cases image data have strong priors on where in the visual space certain feature types are located
(e.g., landmarks tend to capture sky in the top area of the image, and in portraits, eyes are located above
the mouth). In such cases, keeping the feature detection translation invariant throws away important
3
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Figure 1: LRF-RBM learning on face images. (a) LRF-RBM model schematic, showing an input image in the visible layer V
and local feature detector receptive fields (blue cones) in the hidden layer H with feature hubs around the eyes and mouth. (b)
Receptive field maps of 4000 hidden node LRF-RBMs run with different learning parameters. Automatically learned feature
detector receptive fields are combined to show areas attracting more detectors. Darker red areas indicate higher feature density.
Feature hubs emerged around average eye and mouth locations at pixels (9, 15), (20, 15), and (15, 30). (c) Distinctive looking
detectors located in feature hubs in a 4000 hidden node LRF-RBM. From top to bottom row: Automatically learned detectors
of the persons’ right eye, left eye, nose and mouth can be seen. The second map in (b) belongs to the LRF-RBM which
generated the local features in (c).

information particular to the given dataset and task. This can be detrimental for performance due to the
resulting false detections, for example, when face recognition is conducted in aligned images the mouth
always appears in the same area, therefore a positive detection of mouth elsewhere will be false.
In contrast, our LRF-RBM is capable of learning the most relevant feature detectors at any one image
location. In this model, hidden nodes can only receive input from visible nodes which fall within their local
receptive field, the shape of which is controlled by a Gaussian constraint. Some deep architectures have
been proposed where local receptive fields are used without weight-sharing, however these systems typically
apply a fixed grid layout for their rectangular receptive fields [20, 33, 51]. Coates and Ng [6] propose to
select receptive fields for higher layer nodes by grouping together similar features from the previous layer,
which can be useful for non-image data.
As opposed to these methods, the receptive field location of our hidden nodes are learned concurrently
with learning the features themselves. Hidden nodes of an LRF-RBM move around the visual space during
training to find the best location for their Gaussian receptive field center.
It is often the case for visual data that some image regions express higher variability within the input, with
multiple distinctive features being present, while other areas are quasi-uniform, therefore less interesting.
By letting the detectors move to locations of interest, “feature hubs” (i.e. areas densely covered by feature
detectors) can emerge in image regions where the training data have high variation, while more uniform
areas will attract fewer detectors. This way, the structure of our network is morphing throughout the
training procedure. This self-adaptation results in a network architecture which is capable of extracting
compact representation of visual information, enables very quick query time and by combining local features
as building blocks, the network is strong at reconstructing previously unseen images. A diagram illustrating
the receptive field learning on face images is shown in Fig. 1(a), together with receptive field distributions of
our trained models in Fig. 1(b), and local features in Fig. 1(c). Figure 2 illustrates the result of LRF-RBM
training on handwritten digit data by showing the spatial distributions of the most distinctive features per
digit.
It is important to note non-uniform distribution of feature detectors is also utilized in biological neural
networks: the structural organization of the retinal network shows a distinct difference between the center
4
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Figure 2: LRF-RBM receptive field maps learned on the MNIST digit dataset. Top row: Example images of digits are shown
from 0 to 9. Bottom row: For each digit class, a heat map shows locations of detectors which most selectively fire on images
of the given digit.

and periphery of the visual space. The density of ganglion cells is highest in the center (fovea) and these
midget ganglion cells have a very small receptive field. On the other hand, the periphery contains ganglion
cells which connect to multiple bipolar cells and thus have large receptive fields [17, 29, 47]. This non-uniform
organization provides high resolution vision in the center and much lower resolution in the periphery.
3. Restricted Boltzmann Machines
The first, unsupervised pre-training phase of Hinton et al. [11]’s DBN training utilizes RBMs for learning
each layer of the representation. The energy-based RBM models consist of a visible and a hidden layer,
where connections are only present between visible and hidden nodes but not within a layer. Thanks to this
restriction, RBMs are bi-partite graphs and therefore are quick to train due to the conditional independence
of hidden nodes given visible nodes and vice versa. This efficiency in training has resulted in widespread
application of RBMs within machine learning [9, 12, 15, 28, 30, 33, 36, 38, 39, 42, 48]. In visual recognition
tasks visible nodes usually correspond to visual input coordinates (pixel locations), while hidden nodes
represent image feature detectors and can thus be seen as models of neurons in the visual pathway.
First we will discuss how RBMs with binary visible and hidden nodes are trained, then show how Gaussian
visible nodes can be used to model continuous valued data (for more details see [10, 11, 30]). Subsequently,
we will introduce our LRF-RBM model together with our algorithm for automatically identifying receptive
field centers.
3.1. Contrastive Divergence Learning
The probability of a configuration (state) of visible and hidden nodes (v, h) can be calculated using the
energy function of the RBM, which, in the case of binary visible and hidden nodes, takes the form:
E(v, h) = −aT v − bT h − hT W v ,

(1)

where W ∈ Rn×m is the weight matrix describing the symmetric connections between visible and hidden
nodes, while a and b are the biases of the visible and hidden nodes respectively. The probability of a
configuration is then given by:
e−E(v,h)
.
(2)
p(v, h) = P
−E(η,µ)
η,µ e
Learning aims at reducing the energy (increasing the log probability) of the training data by altering the
weights and biases. An efficient training method for RBMs which broadly approximates the gradient of the
log probability of the training data, is the single-step version (CD1 ) of contrastive divergence learning [10].
Each step of CD1 training corresponds to one step of alternating Gibbs sampling. First (i) the visible states
are initialized to a training example, then (ii) hidden states can be sampled in parallel (due to the conditional
independence of hidden nodes given visible nodes), according to:
p(hj = 1|v) =

1
P
,
1 + exp(−bj − i vi wij )
5

(3)

followed by (iii) the reconstruction phase where visible states are sampled using:
p(vi = 1|h) =

1
P
,
1 + exp(−ai − j hj wij )

(4)

finally (iv) the weights are updated according to:
∆wij = (< vi hj >data − < vi hj >reconst ) ,

(5)

where  is the learning rate, and the correlation between the activations of vi and hj measured after (ii)
gives < vi hj >data , while the correlation after the reconstruction phase (iii) determines < vi hj >reconst . A
similar rule is applied to the biases. In order to obtain an improved model, the sampling stage in each step
can be continued for more iterations resulting in a general form of the CD algorithm: CDn , where n is the
number of alternating Gibbs sampling iterations.
RBMs with Gaussian visible nodes. While RBMs with binary visible nodes are generally easier to train than
RBMs with Gaussian visible nodes, the latter can learn better models of continuous valued data, such as
the face images we studied. In the case of Gaussian visible nodes the energy function changes to:
E(v, h) =

X (vi − ai )2
i

2σi2

−

X

bj hj −

j

X vi
hj wij ,
σi
i,j

(6)

where σi is the standard deviation corresponding to visible node vi . The probability of hidden node activation
becomes:
1
P
p(hj = 1|v) =
,
(7)
1 + exp(−bj − i (vi /σi )wij )
and the expected value of a visible node (i.e., the reconstructed value) is given by:
X
< vi >reconst = ai + σi
hj wij .

(8)

j

A more detailed description of RBM training principles is provided by [11].
4. Local Receptive Field Constrained RBMs (LRF-RBMs)
4.1. Training with Local Receptive Fields
Visual information processing neurons in early stages of the visual pathway typically only receive input
from neurons within a small localized area of the previous processing layer. The area of the photoreceptor
layer in which stimuli can result in neural responses is called the receptive field of a visual processing
neuron. Moving up the layers, the receptive field of neurons gets gradually larger and their structure
becomes increasingly more complex. As an example, the receptive field structure of retinal ganglion cells
can be closely modeled by difference-of-Gaussians (DoGs), while receptive fields of V1 simple cells by Gabor
filters.
In LRF-RBMs receptive field constraints of hidden nodes are applied to outline the area from which the
hidden node is most likely to receive input. These constraints are given in the form of receptive field masks
(denoted by R) that operate on the RBM weights W . Each mask has a center location which corresponds to
a hidden node’s location in visual space. These masks describe the likelihood of a connection being present
between a visible and a hidden node given the distance between the visible node and the center of the hidden
node’s receptive field. The likelihood of a connection converges to 0 as the distance goes to infinity, which
means visible nodes further away are less likely to have a connection to the given hidden node.
R = [r 1 , . . . , r m ] ∈ [0, 1]n×m , which denotes the collection of receptive field masks of all the hidden nodes,
is of the same dimension as W , with rij being the receptive field constraint on the connection between visible
node vi and hidden node hj . The elements of R represent the likelihood of a given connection being present.
6

This implies the viability of a training method which samples connections in each training step. However,
learning this way would be prohibitive on a complex task. Instead, we will use the elements of R as additional
weights on top of W . R thereby narrows down the scope of hidden nodes to local neighborhoods. Note
that from the biological modeling point of view, R provides only a constraint or regularizer on the receptive
field structure, the actual receptive fields are specified by R and W together. After training, these can show
significantly different structures compared to R alone. Still, to keep the description simple we will refer to R
as the receptive fields. In the following, we show how the training described in Section 3.1 can be adapted
for LRF-RBMs.
We found LRF-RBMs with disk or square shaped receptive fields can learn local features efficiently, however LRF-RBMs with Gaussian receptive fields learn superior local feature detectors and provide smoother
reconstructions with better detail. To keep the computation efficient, Gaussian receptive fields can be truncated. Also, when modeling biological neurons in the early stages of visual processing, Gaussian receptive
field constraints are more adequate. Here, we focus on the case of Gaussian receptive field constraints, using
fixed standard deviation (SD) for each receptive field within a hidden layer, denoted by σ RF .
An LRF-RBM training algorithm can be obtained by modifying the method in Section 3.1. The energy
functions in Eqs. 1 and 6 and also Eqs. 3, 4, 7, 8 can be adapted by substituting wij with rij wij , where rij
is the receptive field constraint on the connection between vi and hj . In the case of Gaussian visible nodes,
the activation of a hidden node can thus be calculated according to:
p(hj = 1|v) =

1 + exp(−bj −

1
P

i

(vi /σi )rij wij )

.

(9)

Additionally, the receptive field masks are used to provide a weighting scheme for the weight updates. A
connection wij will receive a stronger update if vi and hj were located closer. The modified weight update
equation takes the form:
∆wij = rij (< vi hj >data − < vi hj >reconst ) .
(10)
4.2. Automatically Learning Receptive Field Centers
In a network containing local receptive fields, the layout of hidden nodes can be allocated manually. For
example, receptive field centers of hidden nodes could be placed at uniform distances from each other in a
fixed grid layout, such as in [20, 33, 51]. However, such a method would not allow the network architecture
to adapt to specific properties of the input data. Non-uniform feature detector distribution can be beneficial
for obtaining compact representations by exploiting patterns in the dataset (e.g. aligned faces have key
facial features at specific locations, most natural images have the center of interest in the middle). When
solving a task, some areas of the visual space may need to be represented at better resolution, using multiple
different feature detectors, while other areas may not convey much information. In the human visual system,
the retina also shows a non-uniform distribution of information processing cells between the center (fovea)
and the periphery, the former being generally denser. This way, better resolution is obtained in the center of
the visual space. Our model also utilizes non-uniform feature detector distribution by allowing the system
to identify areas of the visual input space which need a higher number of feature detectors to obtain a good
data representation.
We propose an automated method to learn advantageous feature detector placement in LRF-RBMs
alongside learning the features themselves. When training our model with modified CD (as described in
Section 4.1), after each pass through the training dataset, the receptive fields of hidden nodes go through an
updating process. This update moves each receptive field center to the local area which has the strongest
connections to the given hidden node and therefore provides the most well-defined feature. The updating
process of receptive field r j , which corresponds to hidden node hj , proceeds as follows:
(i) weights of the hidden node are written in the shape of the input image data (the resulting weight
image is denoted by I j ),
(ii) element-wise transformation N is applied to the values,
(iii) values over channels are combined by taking the maximum: maxc (N (I j )c ),
7

(iv) subsequently, the image is filtered with a Gaussian filter G(σ RF , k) with SD σ RF and filter size k,
(v) the location with maximum response is selected as the new center:
(pj , q j ) = arg max[max(N (I j )c ) ∗ G(σ RF , k)]rs ,
rs

c

(11)

(vi) finally, the values of the updated receptive field is given by a Gaussian distribution with SD σ RF and
mean (pj , q j ).
We examined element-wise transformations including the identity, absolute and squared value, and found
the latter two worked similarly well and were superior to identity (results are shown with squared value).
5. Local Receptive Field Constrained DNNs (LRF-DNNs)
Deep belief networks are probabilistic graphical models capable of learning a multi-layer generative
model of the input data. These networks contain multiple consecutive layers to facilitate the extraction of
increasingly complex features. DBNs can be trained efficiently according to Hinton et al. [11] by first pretraining the network in a greedy layer-by-layer fashion using unsupervised restricted Boltzmann machines
(RBMs) to learn an initialization of the network weights. In this process, after training a hidden layer with
an RBM, the weights become fixed and the activations on this hidden layer are used as input to the next
RBM.
Once pre-training has been completed, the multi-layer network can be fine-tuned to solve a specific task.
Supervised fine-tuning can be conducted by, e.g., backpropagation, in which case the resulting model is a
deep neural network. (In some of the literature, the resulting DNNs are also referred to as DBNs.)
Pre-training. In line with the DBN training procedure, we can train multiple layers of feature detectors on
top of an LRF-RBM hidden layer using either RBMs or LRF-RBMs. We will call these models local receptive
field constrained DBNs (LRF-DBNs). As an example, the biologically inspired LRF-DBN architecture, with
which we conducted our experiments, utilizes LRF-RBMs with increasing receptive field sizes to pre-train
consecutive layers of the network.
The LRF-DBN pre-training proceeds as follows: the first hidden layer is learned by training an LRFRBM on the input image data. Subsequently, the 2D position of hidden nodes and the receptive field masks
(R) will not change further. Hidden node activations are calculated according to Eq. 9 (in the case of
Gaussian visible nodes) and can be used as input data to train a consecutive hidden layer of the LRF-DBN.
When traditional RBMs are used for training higher layers of the network, from this point on, the training
procedure is the same as in the DBN case described earlier.
If, on the other hand, LRF-RBMs are applied to train consecutive layers, the hidden node activations
on the trained layer need to be arranged in 2D space to provide suitable input data to the next LRF-RBM.
This is obtained by the following process: For each example image of the dataset, first a single channel
blank image is constructed of the same width and height as the original input data. The activation of
each hidden node is then calculated and added to the value at the fixed location of the given hidden node.
Subsequently, an LRF-RBM with binary visible nodes is trained on this newly constructed input, the same
way as described in Section 4, but with the receptive field constraints of the higher layer being applied
during training.
In the majority of our experiments, receptive field constraints of consecutive layers are given by Gaussians
with gradually increasing SD. It is also intuitive to construct models, where the lower layers are trained
with LRF-RBMs, while the highest layers use traditional unconstrained RBMs. We provide experimental
analysis with both types of models in Sections 6–7.
A schematic diagram of an LRF-DBN model with receptive fields of increasing size is shown in Fig. 3(a),
while Fig. 3(c) illustrates the application of an LRF-DBN generative model on a face completion task, where
the generative model is used for filling in missing pixel values in an image.

8

H6

initialization

H4

Reconstruction

Backpropagation

H5

H2
H1

H3 Encoding

V

H2
H1
V

(a) LRF-DBN

H3

Original
(b) LRF-DNN autoencoder

Input

Completion

(c) LRF-DBN
completion task

Figure 3: (a) Schematic of an LRF-DBN containing a visible (V ) and 3 hidden layers (H1 –H3 ) with receptive fields of increasing
scope (blue cones). (b) Prior to fine-tuning, the pre-trained LRF-DBN layers are used to initialize the encoder (V –H3 ) and,
after unrolling, the decoder part (H3 –H6 ) of an LRF-DNN autoencoder. (c) LRF-DBN used for face completion, where missing
pixels of the input are filled in by the generative model through up-down passes.

Fine-tuning. Once an LRF-DBN is trained with either RBMs or LRF-RBMs on higher layers, the model
can be fine-tuned in, for example, a supervised manner, analogously to DBNs. When backpropagation is
used, we will call these fine-tuned networks LRF-DNNs.
In Section 7 we show results of experiments conducted with autoencoder LRF-DNNs. A schematic of
deep autoencoder training is shown in Fig. 3(b). The encoder part of these networks is trained to generate
reduced dimensional encodings of input images. From such a code, the decoder part is capable of calculating
a reconstruction which approximates the given input image. Autoencoder LRF-DNNs are pre-trained as
LRF-DBNs where the top layer has fewer hidden nodes than the input dimension. Representations obtained
on this layer therefore provide a lower dimensional encoding of the input. Initialization of the encoder is
given by the pre-training, while to obtain the decoder part of the deep autoencoder, the pre-trained layers
are unrolled by transposing the weights on each layer. The weight initializations obtained for the encoder
and decoder layers provide a starting point for backpropagation, whereby the encoder and decoder are
fine-tuned as one multi-layer network by minimizing the squared reconstruction error.
Results in Section 7 demonstrate the strength of LRF-DNNs to learn a compact encoding of image
features and generate high quality reconstructions from these codes. A more detailed description of autoencoder training is provided by Hinton and Salakhutdinov [12], where fine-tuning of DBNs as classifiers is also
described. The same method can be used for the fine-tuning of LRF-DBNs for classification tasks.
Notation. In the case of DBNs, we will refer to the number of hidden nodes on consecutive layers as the
architecture of the DBN and use these counts as a notation, while the architecture of an LRF-DBN will
be defined by the number of hidden nodes on consecutive layers and also the type of model that was used
to train each layer. For the notation, LRF-RBM layers will have (L) attached. For example, we will
denote the architecture of an LRF-DBN that contains 2000, 1000, 500 and 100 hidden nodes on consecutive
hidden layers, and was trained using LRF-RBMs on the first 2 and traditional RBMs on the top 2 hidden
layers, as 2000(L)-1000(L)-500-100. If such a network is then fine-tuned as an autoencoder, technically, the
architecture includes the unrolled decoder layers too. However, to keep our description and notation concise
we will refrain from mentioning the hidden node counts of the decoder when referring to or denoting the
9

architecture of an LRF-DNN or DNN autoencoder. For the same reason the number of visible nodes will
also be omitted from the notation.
6. Experiments
The ability of our LRF-DNN model to discover important feature hubs and utilize these to reconstruct
characteristic details of face images is tested on the challenging Labeled Faces in the Wild (LFW)1 [14] face
recognition dataset. The version used contains images automatically aligned by deep funneling [13].
LRF-DBNs were trained on a training set to learn generative models of the image data. The quality
of generative models was evaluated on multiple face completion tasks, where the models were required to
restore missing pixels in previously unseen test images. Subsequently, LRF-DNN autoencoders were trained
to learn a compact encoding of image features, followed by the evaluation of reconstruction performance on
an unseen test set.
We have also experimented on the MNIST [21] handwritten digit dataset using LRF-RBMs/DNNs, which
learned feature detectors corresponding to local digit parts and also features of lower complexity, akin to
DoGs and Gabor filters. When trained on the simulated photoreceptor input data of [45], our LRF-RBMs
have learned local features, including Gabor filters. Here we focus on a detailed analysis using the LFW
dataset.
6.1. Dataset
The LFW dataset contains 13 233 RGB images of public figures (see example images in the first row
of Fig. 5). This dataset has been constructed from an internet-based collection of real-life images taken of
public figures in unconstrained settings. Consequently, there are significant variations in appearance and
camera settings among the images. The dataset is commonly used for learning to decide whether two face
images are taken of the same person, without having previously seen any images of the person(s) during
training. RBMs with rectified linear or binary hidden nodes, first trained in an unsupervised manner on
single faces and subsequently fine-tuned in a supervised manner on pairs of images, have been shown to
achieve good results on this face recognition task [30]. Applying supervised fine-tuning methods on pairs
of face images lies outside the scope of this paper, which focuses on proposing models of biological visual
systems. Our primal interest is to investigate the capability of LRF-RBMs/DNNs to learn local features,
identify regions of high importance in the LFW face images and utilize these hubs to provide compact
representations of visual information. Consequently, we will focus on the quality and location of learned
features and the ability of the model to reconstruct unseen face images.
We applied similar pre-processing to Nair and Hinton [30] and trained RBMs with binary hidden nodes
on single faces using their published parameter settings. We compared these to our LRF-RBM models run on
the same data. The pre-processing involved cropping the central 105x153 part of the original 250x250 RGB
images, thereby eliminating much of the background. These background pixels are known to unintentionally
provide helpful context for recognition. The cropped images were then subsampled to 27x39(x3), resulting
in an input data dimension of 3159. Finally, the input data were standardized along each component to
have zero mean and unit variance, which makes it possible to write σi = 1 in Eqs. 6-9, thereby simplifying
the training. A training and test set were formed, with 4000 training and 1700 test examples. The test set
did not contain any images of persons present in the training set.
6.2. Training Protocol
To establish baseline results, we trained fully connected DBN models on LFW without receptive field
constraints, according to the training procedure described by Nair and Hinton [30] and Hinton and Salakhutdinov [12]. RBM training was conducted on mini-batches of size 100 for 2000 iterations. An optimal learning
rate () of 0.001 and momentum was used during training. Higher learning rates failed. To extract the first
1 Available

at http://vis-www.cs.umass.edu/lfw/
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representational layer from the input data, RBMs with Gaussian visible nodes and binary hidden nodes
were used. Subsequent layers were trained using RBMs with binary visible nodes. Hidden node numbers of
4000, 2000, 1000, 500, and 100 were tested and in each network the size of consecutive layers was smaller
than the previous. We have included all such architectures that fit these requirements.
Our LRF-DBNs were trained using the same settings, except for the learning rate, where a learning rate
of 0.1 was found optimal for LRF-RBMs on the first layer with Gaussian visible nodes, while  = 1 worked
best for LRF-RBMs on subsequent layers with binary visible nodes. When top layers of an LRF-DBN
were trained using RBMs, a learning rate of 0.001 was used on these layers. We found both RBMs and
LRF-RBMs were able to learn good models within a few hundred iterations, after which performance only
slightly improved. In the following, our results are displayed for models trained for 2000 iterations.
We have trained LRF-DBNs where higher layers had increasing receptive field sizes. The Gaussian
receptive field constraints investigated had σ RF between 0.5 and 13.0, and filter size k ranging from 1 to
19. We also studied LRF-DBNs where the top few layers were trained using RBMs without receptive field
constraints. In Section 7, if not stated otherwise, the receptive field constraint parameters on n consecutive
LRF-RBM layers are given by the first n elements of σ RF = (3, 5, 7, 9, 11) and k = (5, 7, 9, 11, 13).
Using the weights learned by LRF-DBN and DBN models for initialization, we trained autoencoder
networks (analogously to [12]). Backpropagation was conducted for 200 iterations to minimize the squared
reconstruction error (SRE) (i.e., the squared distance between the original data and its reconstruction) on
the training set, as described in Section 5. All those architectures mentioned above were used where the top
(encoding) layer size was either 100 or 500 nodes.
6.3. Evaluation Protocol
Face completion task. We evaluated the quality of LRF-DBN generative models on multiple face completion
tasks. In these problems certain pixels of the input image are occluded and, with the location of occlusion
being given, the model is required to fill in the missing pixels. The occlusions and the infilling procedure
were similar to [33]. Performance was tested on 7 tasks: occlusion of the left, right, bottom or top half of
the image, rectangular occlusion around the eyes, occlusion of the mouth area, and occlusion of 70% of the
image pixels chosen at random (area of occlusion can be seen in Fig. 6).
To solve a completion task, when presented with an image, the occluded pixels were first set to 0 and
the image was used as input to the model. Bottom-up propagation through the network layers was first
performed (hidden node probabilities were given by Eq. 9), followed by a top-down pass through the network.
When reaching the visible layer at the bottom, the states of visible nodes corresponding to uncorrupted pixels
were left unchanged, while the missing pixels were filled in. Multiple iterations of bottom-up and top-down
passes through the network layers were used to calculate a restored image.
Face completion performance of LRF-DBN and DBN generative models on the unseen test set was
compared quantitatively by calculating the average SRE per missing pixel, and qualitatively by comparing
example completions.
Reconstruction task. LRF-DNN and DNN image encodings and reconstructions can be obtained by calculating the activations through the layers of the fine-tuned network after feeding in an example image. The
dimensionality reduction performance of LRF-DNN and DNN autoencoders was evaluated on the test set
quantitatively by comparing the average SRE per pixel and qualitatively by displaying example reconstructions.
Learned features. The spatial distributions of feature detectors were examined and feature hubs were identified in LRF-RBMs on both the first and consecutive layers. As a visualization, ‘center maps’ were constructed by Parzen window density estimation with a Gaussian kernel on 2D feature detector locations in
order to identify densely populated areas. Another mean of evaluation was given by ‘receptive field maps’ :
heat maps generated by combining all receptive fields within an LRF-RBM. (In the case of MNIST images,
per class receptive field maps were also examined as described in Sec. 7.3.)
The learned feature detectors were compared using a feature visualization method. As the weights
of hidden nodes on the first layer correspond to image locations, a visualization of RBM features can
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Architecture

Left Right Top Bottom Eyes Mouth Rand

DBN
0.93
0.92
0.94
0.93

0.92
0.90
0.92
0.90

0.59
0.56
0.50
0.45

0.61
0.58
0.52
0.47

0.23
0.26
0.27
0.26

0.88 0.94 0.96
0.78 0.83 0.85
0.74 0.76 0.76
0.87 0.84 0.87
4000(L)-2000(L)-1000(L)-500(L) 0.73 0.76 0.77

0.95
0.82
0.69
0.85
0.66

0.59
0.37
0.33
0.37
0.34

0.53
0.39
0.36
0.40
0.37

0.18
0.17
0.20
0.20
0.22

500
1000-500
2000-1000-500
4000-2000-1000-500

0.89
0.89
0.90
0.90

0.91
0.91
0.92
0.92

LRF-DBN
500(L)
1000(L)-500(L)
2000(L)-1000(L)-500(L)
2000(L)-1000(L)-500

Table 1: On the left, right, top, bottom, eyes, mouth, and random pixels completion tasks, average squared reconstruction
error per missing pixel of DBN and LRF-DBN generative models is shown for different architectures. LRF-DBNs achieved best
scores on all tasks examined.

be obtained by displaying the hidden nodes’ weight vectors in the shape of the input image data. For
LRF-RBMs, the same visualization method can be used after the receptive field masks are applied to the
weights by element-wise multiplication. Visualization of higher layer features in a DBN or LRF-DBN is less
straightforward due to the non-linearities of higher layers. However, by applying an approximate method
used in prior work [8, 22, 23], we can still obtain a useful visualization. For each higher layer hidden node,
the visualization was obtained by using the connection weights to calculate a linear combination of those
previous layer features that exhibited the strongest connections to the given higher layer node.
Using these visualization methods DBN and LRF-DBN features were compared based on the distinctiveness of their appearance and locations.
7. Results
7.1. Face Completion
Using the unseen test set, Fig. 4(a)–(d) and Table 1 show quantitative comparisons of LRF-DBN and
DBN generative models on the face completion tasks, while our qualitative evaluation is provided through
examples displayed in Figs. 4(e), 5 and 6.
Figure 4(a)–(d) shows for an LRF-RBM, an RBM and multiple LRF-DBN and DBN architectures, the
SRE per missing pixel as a function of the number of up and down passes that were performed through
the network layers to infer missing values. Trends on the left, right, top, and bottom completion tasks
were similar, therefore averaged scores are shown on these tasks (separate figures can be seen in Fig. S1 in
the Supplementary Material (S.M.) [1]). On all the completion tasks, those LRF-DBNs which were trained
with LRF-RBMs on each layer show gradual improvement with the number of passes and achieve lower
SREs than DBNs. In contrast, after a few passes the reconstruction error in DBNs steeply increases and, as
our qualitative analysis also confirms, DBN completions can become very dissimilar to the original image.
For an example image with left side occlusion, completions generated by a 2000-1000-500 DBN and the
corresponding 2000(L)-1000(L)-500(L) LRF-DBN are shown in Fig. 4(e) after 1, 5, and 30 passes. Visual
inspection confirm, unlike the completions generated by the DBN, LRF-DBN completions gradually show
more likeness to the original image as the number of infilling iterations increases.
Table 1 displays SRE scores of the networks examined in Fig. 4. On each completion task, SREs of
LRF-DBNs (and the LRF-RBM) are calculated after the 15th pass, while in the case of DBNs (and the
RBM), we show the best SRE value achieved during the first 15 passes. On each task the best performance
is achieved by LRF-DBNs.
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Original

LRF-DBN
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Figure 4: Average squared reconstruction error per missing pixel is shown on the test set as a function of the number of up-down
passes on the (a) left, right, top, and bottom (averaged), (b) eye area, (c) mouth area, and (d) random pixels face completion
tasks. Networks are compared after layer-wise pre-training (without fine-tuning). LRF-DBNs show significant improvement
with multiple up-down passes. (e) From a left occluded input (first column), DBN (top row) and LRF-DBN (bottom row)
completions are calculated after 1, 5, and 30 passes (left to right). Unlike DBNs, LRF-DBNs generate gradually more similar
completions to the original image (last column).

Face completion is, in general, a difficult task requiring higher level knowledge of patterns in the data.
In fact, face completion is implemented by higher processing areas in the human visual cortex [4]. Therefore it is not surprising LRF-RBMs, having highly local features, do not perform that well on these tasks.
Through composition of local features, deeper LRF-DBN models however have the capability to extract
higher complexity features from the input and thereby achieve superior results. On most of the side com13

Original:

Left:
DBN

LRF-DBN

Right:
DBN

LRF-DBN

Top:
DBN

LRF-DBN

Bottom:
DBN

LRF-DBN

Figure 5: Example test images (first row), and their left, right, top, and bottom completions (from top to bottom). For each
task, the first row images are generated by a DBN and the second row by an LRF-DBN. LRF-DBN completions have better
image quality, show more likeness to the original image, and better retain eye and mouth shapes and facial expressions.

pletion tasks, lowest errors are achieved by the 4 hidden layer LRF-DBN, while the 2000(L)-1000(L)-500(L)
LRF-DBN performs best on eye and mouth area completion. The 2 hidden layer LRF-DBN outperforms
deeper networks on random occlusion infilling, which is likely due to this task being less reliant on global
features.
Figs. 5 and 6 qualitatively compare completions generated by the 2000(L)-1000(L)-500(L) LRF-DBN
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Original:

Eyes:

DBN

LRF-DBN

Mouth:

DBN

LRF-DBN

Random:

DBN

LRF-DBN

Figure 6: Example eyes, mouth, and random pixel completions. For each task, first rows show the input occlusion, while second
and third rows show the DBN and LRF-DBN completions, respectively. The LRF-DBN achieves superior image quality and
increased likeness to the original image.

and the 2000-1000-500 DBN on sample images of the unseen test set (shown in the top row). Results on the
left, right, top and bottom completion tasks are displayed in Fig. 5 in this order. For each task, the DBN
completions are shown first, followed by the LRF-DBN completions in the subsequent row. The number of
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Figure 7: Average squared reconstruction error per pixel on the test set is shown as a function of autoencoder fine-tuning
iterations. The code length is 500 in (a) and (c) and 100 in (b) and (d). The ‘fine-tuned RBM’ and all DNNs were previously
pre-trained with RBMs on each layer, while LRF-DNNs and the ‘fine-tuned LRF-RBM’ were pre-trained with LRF-RBMs.

up-down passes in each case was selected as described above for Table 1. We can conclude, the overall quality
of LRF-DBN completions is superior: images look smoother, more face-like and show more similarity to the
original faces. The LRF-DBN also managed to better recover small facial details, such as mouth shapes and
smiles (see, e.g., column 6 left and column 10 right completion), eye shapes, and direction of gaze (see, e.g.,
last two columns right completion). The same tendency can be observed on the eyes, mouth and random
pixels completion tasks, for which results are displayed in Fig. 6. For each task, the first row illustrates the
area of missing pixels, followed by a row of DBN and a row of LRF-DBN completions. The superior image
quality and face similarity of LRF-DBN completions is especially pronounced on the mouth completion
task, where mouth shapes, smiles, skin colors, and facial expressions are well retained by LRF-DBNs and
the completed area blends in with the surrounding pixels.
7.2. Reconstruction
For quantitative analysis, SRE scores of LRF-DNN and DNN autoencoders are compared on the test data
in Table 2 and Figs. 7 and 8(a)–(c), demonstrating the superior encoding and reconstruction capabilities of
LRF-DNNs.
Figure 7 shows autoencoder results with a code length of 500 on the left and 100 on the right. For a
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Architecture

SRE

Architecture

DNN
500
1000-500
2000-1000-500
4000-2000-1000-500

DNN
0.093
0.162
0.172
0.178

100
500-100
1000-500-100
2000-1000-500-100
4000-2000-1000-500-100

LRF-DNN
500(L)
1000(L)-500(L)
2000(L)-1000(L)-500(L)
2000(L)-1000(L)-500
4000(L)-2000(L)-1000(L)-500(L)

SRE

0.086
0.079
0.090
0.103
0.102

0.266
0.278
0.300
0.293
0.293

LRF-DNN
100(L)
500(L)-100(L)
1000(L)-500(L)-100(L)
2000(L)-1000(L)-500(L)-100(L)
2000(L)-1000(L)-500(L)-100
4000(L)-2000(L)-1000(L)-500(L)-100(L)

0.255
0.191
0.180
0.180
0.222
0.184

Table 2: Squared reconstruction error per pixel of DNN and LRF-DNN (including fine-tuned RBM and LRF-RBM) autoencoders, with code length of 500 (left) and 100 (right), measured on the test set after 200 backpropagation iterations. Results
show superior performance for LRF-DNNs.

given architecture, both the traditional and the LRF variant networks are included and SREs are shown
as a function of the number of backpropagation iterations. Fig. 7(a)–(b) displays SREs for the complete
set of LRF-DNN and DNN architectures described in Section 6.2, while Fig. 7(c)–(d) compares different
architecture choices in detail.
Autoencoders in Fig. 7(b) and (d) had a 100 node hidden layer at the top, consequently training aimed
at reducing any 3159 dimensional input image of the dataset to a compact 100 length code, from which
the image can be reconstructed. Results show all multi-layer LRF-DNN architectures compared favorably
to any one of the DNNs, and even the 1-layer (fine-tuned) LRF-RBM provided comparable reconstruction
errors to the best performing DNN. As expected, multi-layer LRF-DNNs performed better than shallow
architectures containing a single hidden layer. This is in contrast with DNNs, where most multi-layer
architectures provided worse reconstructions than a shallow network.
In Fig. 7(a) and (c), results for 500 length encodings are shown. Having a higher dimensional code layer
is known to reduce the advantage of deep autoencoders compared to shallow networks [12]. In the case of
DNN encoders the advantage of deep models completely diminished on this task as none of the multi-layer
DNNs performed better than the single layer models, the fine-tuned RBM or LRF-RBM. On the other hand,
a number of LRF-DNN models still retained superior performance compared to the shallow models. Like
in the 100 length encoding case, all multi-layer LRF-DNNs achieved better results than DNNs, and the
LRF-RBM outperformed the RBM.
To further compare the architectures shown in Fig. 7 (c)–(d), Table 2 displays SRE scores calculated at
the end of fine-tuning, after 200 iterations of backpropagation. In the case of 100 length encoding, SREs
were the lowest at 0.180 for the 3 and 4 hidden layer LRF-DNNs: 1000(L)-500(L)-100(L) and 2000(L)1000(L)-500(L)-100(L), while the 2 hidden layer 1000(L)-500(L) LRF-DNN produced the best 500 length
codes with an SRE of 0.079.
Figure 8 examines different architectural and parameter choices for LRF-DNNs. Cases where RBMs were
used for training some of the higher layers of an LRF-DNN are evaluated in Fig. 8(a). These networks provide
inferior reconstruction scores compared to an LRF-DNN pre-trained using only LRF-RBMs, however, they
still compare favorably to a DNN.
The choice of SD σ RF is evaluated in Fig. 8(b) for a 2000(L)-1000(L)-500(L)-100(L) architecture, with
filter sizes kept at k = (5, 7, 9, 11). The network with σ RF = (5, 7, 9, 11) achieved lowest SREs. For the
filter size comparison in Fig. 8(c) σ RF was fixed at (3, 5, 7, 9), and the network using k = (9, 11, 13, 15) on
consecutive layers performed best. Both experiments showed good stability in performance within a large
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Figure 8: Comparison of (a) different pre-training methods, and different parameter choices for (b) SD σ RF and (c) filter size
k. All networks had 2000, 1000, 500, and 100 nodes on consecutive hidden layers. (d) First hidden layer receptive field maps
corresponding to different k values. (e) Receptive field maps in first and center maps in second row are shown for consecutive
layers from left to right in a 2000(L)-1000(L)-500(L)-100(L) LRF-DNN.

range of parameter values. With most settings, difference in SREs was small, especially when compared to the
performance difference between LRF-DNNs and DNNs. Therefore, we conclude reconstruction performance
of LRF-DNNs is not too sensitive to the choice of σ RF and k.2
The qualitative comparison of reconstructed test images in Fig. 9 confirms the superior performance
of LRF-DNN autoencoders. Example test images are shown in the first row, while their reconstructions
obtained from 100 length codes with a DNN and an LRF-DNN of matching architectures are given in the
second and third rows respectively.3 The close similarity of original and reconstructed images indicate,
the LRF-DNN can encode and reconstruct key facial features and facial expressions of even the unseen
test images using a very limited length code. DNN reconstructions show less likeness to the original faces
and facial expressions, and characteristic details, especially around the eye, nose and mouth, are much
better retained with an LRF-DNN (see, e.g., last column). Such details can be of crucial importance for
distinguishing persons. The better image quality of LRF-DNN reconstructions is also apparent, with the
LRF-DNN providing much smoother and more natural looking images than the DNN.
2 This

trend is also confirmed for 500 length encodings as shown in Fig. S2 in S.M. [1].
examples with 500 length codes are shown in Fig. S4 in S.M. [1]

3 Reconstruction
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Original:

DNN (100):

LRF-DNN (100):

Figure 9: Example reconstructions. Test data samples are shown in the first row. Reconstructions generated by the 20001000-500-100 DNN and the 2000(L)-1000(L)-500(L)-100(L) LRF-DNN autoencoders are shown in the second and third rows
respectively. Note the superior image quality and how distinctive details, such as eye and mouth shapes (see, e.g., last column)
are better retained with an LRF-DNN due to the number of specialized eye and mouth detectors.

Our quantitative and qualitative analyses thereby confirm LRF-DNNs outperform DNNs when reconstructing previously unseen data.
7.3. Features
First layer features learned on LFW. Figure 1(c) and Fig. 10(a) columns 2–5 show local facial feature
detectors learned by LRF-RBMs, while RBM features can be seen in Fig. 10(d) first row columns 2–5. All
traditional RBMs trained have learned detectors similar in nature to the ones shown, with the majority
exhibiting global structure and focusing on the main outline of a given type of face. While there exists a
small number of detectors containing a local peak around the face contour, these are elementary in structure.
When examining different RBM or DBN architectures the lack of detectors focusing on local facial features
is apparent. It is hard to find any well-defined local detector modeling face parts or a single facial feature,
such as a dedicated eye or nose detector.
Our LRF-RBMs on the other hand have attracted feature hubs around eye and mouth regions and
by focusing on these areas have learned a number of distinctive looking eye, mouth and nose detectors.
Receptive field maps in Figs. 1(b) and 8(d) show spatial arrangement of detectors learned by LRF-RBMs
with different parameter settings. The layout of features with the emergence of feature hubs around key
areas in face images demonstrates how LRF-RBMs can identify important regions within the input data
which need a higher density of feature detectors for representing their details.
Features learned on MNIST. Our LRF-RBM learns hidden node locations in an unsupervised manner,
however, for visualization purposes on the MNIST dataset, we have the opportunity to use the available
class labels. Receptive field maps in Fig. 2 show, for each digit class, the location of those feature detectors
which are most selective for the given class. These maps give an insight into which image areas are most
important for distinguishing between different digits.
Feature hierarchy. A sample of higher layer features learned in an unsupervised manner with a 2000(L)1000(L)-500(L)-100 LRF-DBN are visualized in Fig. 10(a)–(c), showing how increasing receptive field size
between layers results in features of gradually increasing scope and complexity. The corresponding receptive
field and center maps can be seen in Fig. 8(e) columns 1–3, with feature hubs around average eye and mouth
locations, and parts of the face contour.
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Figure 10: Visualization of (a)–(c) LRF-DBN and (d) DBN features demonstrates how consecutive layers are composed using
previous layer features. The first image in each row in (a)–(d) visualizes a higher layer feature, while consecutive images in
the row illustrate those previous layer features which have the strongest connections to the given higher layer feature. The
LRF-DBN feature hierarchy in (a)–(c) demonstrates part-based compositionality.

First layer features include highly local detectors of eye, mouth and nose parts. Alongside these face
specific detectors, Gabor filters and DoG detectors were also common, especially in areas along the face
contour. In the literature, DoG filters are the most common models of retinal ganglion cells with centersurround receptive fields. While Gabor functions are well known models of V1 simple cells. Our experiments
thereby confirmed LRF-RBMs/DBNs do not only bear structural similarity to networks in the visual pathway
but have the capability of automatically learning functionality of retinal and V1 cells.
Among the second layer features are easily noticeable well-defined eye, nose and mouth detectors, while
the third layer contains detectors of varying scope including face part and larger, near global, face detectors.
Finally, Fig. 10(c) shows how the unconstrained RBM on the top layer is capable of combining different face
part detectors to create global face detectors. Consequently, we have shown from highly local features the
network is capable of building increasingly larger features and executes hierarchical part-based composition.
Features obtained with a traditional DBN of the matching (2000-1000-500-100) architecture are shown in
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Fig. 10(d).4 DBN features are mainly global even on the first layer and correspond to whole faces. Features
on higher layers respond to clusters of faces with similar appearance by utilizing the combination of lower
layer global face detectors. In contrast to our LRF-DBN feature detectors, DBN features do not show
apparent part-based compositionality.
As discussed in Sections 7.1 and 7.2, the LRF-DBN and LRF-DNN models achieved best scores on
face completion and reconstruction tasks on the unseen test set. This superior performance underlines the
importance of part-based compositionality and confirms the great generalization capability of hierarchical
models containing features of gradually increasing scale and complexity.
8. Conclusions
We proposed a modified unsupervised RBM training algorithm, the LRF-RBM, which imposes Gaussian
constraints on feature detector receptive fields, thereby limiting the spatial scope of detectors. Concurrently
with learning the appearance of features, our LRF-RBMs can also discover advantageous placement of
feature detectors automatically from data. This way, our LRF-RBM training encourages the emergence of
local feature detectors, while also improving feature detector coverage over key areas of the visual space.
We also introduced a biologically inspired deep neural network architecture, the LRF-DNN, where LRFRBMs with increasing receptive field sizes were used for pre-training consecutive layers. Subsequently, an
autoencoder network was obtained by fine-tuning the pre-trained network with backpropagation on an image
reconstruction task.
On the challenging LFW face dataset, we have shown how LRF-RBM feature detectors converge to
important areas within face images, e.g., eyes and mouth, forming feature hubs. We have demonstrated
LRF-DBN generative models, trained layer-wise with LRF-RBMs, perform face completion tasks better than
DBNs, and have shown the feature hierarchy learned by LRF-DBNs exhibit part-based compositionality.
Moreover, we have demonstrated the superiority of LRF-DNN autoencoders compared to DNNs for
reconstructing previously unseen face images with a limited number of nodes. The improvement offered
by the proposed method was quantified through the comparison of squared reconstruction error values. In
addition to obtaining lower reconstruction errors, LRF-DNNs better retained fine details of faces, such as
mouth and nose shapes, direction of gaze, and facial expressions.
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